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Abstract

Federated Learning is a distributed learning set-
ting where the goal is to train a centralized model
with training data distributed over a large num-
ber of heterogeneous clients, each with unreli-
able and relatively slow network connections. A
common optimization approach used in feder-
ated learning is based on the idea of local SGD:
each client runs some number of SGD steps lo-
cally and then the updated local models are av-
eraged to form the updated global model on the
coordinating server. In this paper, we investigate
the performance of an asynchronous version of
local SGD wherein the clients can communicate
with the server at arbitrary time intervals. Our
main result shows that for smooth strongly con-
vex and smooth nonconvex functions we achieve
convergence rates that match the synchronous
version that requires all clients to communicate
simultaneously.

1. Introduction

Federated learning (FL) is a distributed machine learning
setting that aims to collaboratively train a model under
the orchestration of a central server. Practical applications
of FL range from cross-device scenarios, where a huge
number of typically unreliable clients with small quantities
of data per client participate, to cross-silo scenarios with
smaller numbers of reliable clients, each possessing larger
quantities of data (Kairouz et al.,|2019). Typically, in a FL
application the clients perform most of the computation,
and a central parameter server updates the model parame-
ters using the information returned by the clients. Without
explicit sharing of data from clients, FL can mitigate some
of the privacy risks associated with traditional distributed
learning techniques.
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The canonical federated learning problem involves learning
a single, global statistical model from data stored on lots
of remote devices. In particular, the goal is typically to
minimize the following objective function:

N
min f(x) where f()= > fO@), ()
=1

where each f(?) is based on data available on client 7. Here,
N is the number of clients. Federated learning brings
in some unique characteristics in solving the optimization
problem posed in (T]), which also makes the federated learn-
ing distinct from traditional distributed learning.

(i) Communication is a critical bottleneck in federated set-
tings. Federated networks are potentially comprised of
a massive number of devices, and communication in the
network can be slower than local computation by many
orders of magnitude (Kairouz et al.,2019).

(i) Devices frequently generate and collect data in a var-

ied manner, e.g., mobile phone users may use language
differently which might affect the next word predic-
tion task. This means that the training data are non-
identically distributed, that is, a device’s local data can-
not be regarded as samples drawn from the overall dis-
tribution.

(iii) One final difference is that unlike traditional distributed

learning systems, in the FL setting the server has no con-
trol over users’ devices. For example, when a WiFi ac-
cess on a device is temporarily unavailable, the device
may not communicate with the server for many rounds.

1.1. Our Model and Results

We propose a federated learning algorithm that tries to ad-
dresses all the three challenges laid above. In particular,
we get away from commonly used two impractical assump-
tions: (a) identical data distribution across clients and (b)
all clients can synchronize and communicate periodically
or as demanded by the server.

With the goal of increasing the compute to communication
ratio, a common idea in federated/distributed setup is that
instead of keeping the iterates on different clients in sync,
we allow them to evolve locally on each machine, inde-
pendent from each other, and only average the sequences
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Table 1: Comparison of our bounds with existing results (under similar assumptions) to reach asymptotically the same
statistical term as the convergence rate of minibatch SGD. Lardgempreferable for reducing communication. Basu et al.
(2019) results also consider additional gradient compression techniques, which are ignored here for a direct comparison.

Assumption orf _ Bound on _Previous Bqund on _ Our Boun_d on
with syne. local SGD with async. client updates with async. client updates
Smooth, o( T=) O((T=n)™) O(p =)
Strongly Convex (Basu et al|, 2019) (Basu et al,, 2019)
Smooth, O(T ') O(T "= ) O(T == =)
Nonconvex (Yuetall/2019p; Basu et al., 2019)  (Basu et alJ, 2019)

once per several iterations. Such a strategy is commonlthe clients performs as well as the synchronous local SGD
referred to adocal SGD (Mangasarian, 1995%; Zinkevich in the heterogeneous (non-identical) data setting. Previous
et al|,/ 2010 Coppola, 201L5; Stidh, 2018; Zhou & Cong,convergence bounds frofn (Basu etlal., 2019) were consid-
2018), but is also known in the literature under variouserably weaker under similar assumptions. In other words,
other names (such aarallel SGD (Yu et all, 2019D). while due to asynchronous nature of communication the
Chqradient information for some of the clients at the server
might be stale, somewhat surprisingly our results show that
as long as this period of staleness is bounded by some
We get similar convergence behavior (under our assump-
tions) as a synchronous local SGD where the communica-
In this paper, we use an asynchronous model for cliention happens every xed rounds.

communication, where all the client iterates evolve at th

In the simplest version of synchronous local SGD, ea

client performs local SGD updates in parallel on the local

data, and the server averages all clients iterates after eve
updatef

same rate, but communicate with the server at arbitrare':or simplicity of discussion, in this section we ignore the
' %ependence on various parameters such as strong convex-

times decided mdwujually by gach C“Ehm this asyn- . ity, smoothness, variance bound, and gradient norm bound.
chronous model, variants of which were recently consid-

ered by [(Stich| 2018§; Basu et|l., 2019; Stich & Kaiim- Table[l summarizes our main theoretical results.

ireddy, 2019), each client takes the same number of stefSor smooth strongly convex functions, we show that an av-
per unit time according to a global clock. So the local it- eraged iterat®r satis es (see Theorefn 2.2 for a precise
erations are in synchrony with respect to the global clockstatement):E[f (87) f(x?)] = O 1=NT + 2=T? ,

but the asynchrony comes with the communication of thevherex is a minimizer off . In particular, we can set
clients. As we will discuss the only assumption on the = O( T=n) and reach asymptotically the same conver-
client communication we make is that each client commu-gence rate of minibatch SGD @(=Tt )E] This matches
nicates to the server at least once every 1 rounds. the bound on known with synchronous local SGD (Basu

: . -
In this paper, we analyze the local SGD algorithm in thiset all, [ 203, Corollary.3) and improves the previously
best known bound on in our asynchronous update set-

asynchronous communication setffte consider both ting (Basu gt al[, 2019, Corollary 5) by a square factor, from
smooth strongly convex as well as smooth nonconvex ob £

> : (T=n)™to T=n.

jectives. Under a standard assumption of bounded seco

moment|/(Rakhlin et al., 2012; Yu etjal., 2019b; Stich, 2018;For smooth nonconvex functions, we show that iterate
Basu et al/, 2019), we show that the convergence rate of ow; satis es (see Theorerp 2.4 for a precise statement):
proposed local SGD with asynchronous update matcheg tT:O Elkr f (x)k¥]= O 1= NT+N 2=T .

that of synchronous local SGD where all clients communi-

cate together every rounds. This is the rstresult show- |n particular, we can set = O(Tl:“:N *4) and reach
ing that local SGD even with asynchronous updates fronhsymptotically the same convergence rate of minibatch

JJ R . .

Local SGD is different from minibatch SGD where the av- SGD OfQ(L NT). Again, this matches the bound on
eraging happens after every iteration, but more closely related t§NOWn with synchronous local SGD, see e.g., (Basu et al.,
minibatch SGD with times larger batchsizes on each client. 2019, Corollary 2) or (Yu et al., 2019b, Corollary 3). Sim-

2This model also subsumes the standard synchronous modéarly, this improves the previously best known bound on
Whgfe_a” clients communicate in each round. in our asynchronous update setting (Basu et al., 2019,

Stict (2018) considered a different variant of asynchronouscorollary 4) by a square factor, frof™ =y 8 to T "=y .
local SGD, where each client has identical data distribution; how-
ever, the clients can evolve their computation at slightly different 4t js desirable to have larger as it translates into lower com-
rates resulting in delayed stochastic gradient updates. munication overhead.
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Finally, we also empirically evaluate multiple instantiations has focused on synchronous local SGD with non-identical
of our scheme to demonstrate the various factors affectingata distribution across clients wherein all clients commu-
the performance in practice. nicate their local parameter to the server every xed

rounds (Yu et al., 2019b; Haddadpour & Mahdavi, 2019;
Khaled et al., 2019b;a; Wang et al., 2019c; Basu et al.,
2019; Li et al., 2019b). Again as discussed, the require-

plications, is a variant of local SGD. In the basic versionment of full device (synchronous) participation is not gen-

o . . rally practical in FL. Another variant is that a set of ran-
of FedAvg, the participating devices (clients) are sample . . .
. ; dom clients communicate in each round (McMahan et al.,
randomly in each round, and only those devices perfor

the SGD steps on their local data and send back the resul 5017; Li et al.,, 2018; 2019a), which again is hard to en-

to the server. Notice that even though related, our model ¢ oF verify in practice. We make no assumptions on

g S : |l’he client communication patterns except that each client
which is the asynchronous communication version of loca

SGD a5 o dscussed n (S, 2018 Basu e al, 2011IOPAS o ees oce o priulr, e
Stich & Karimireddy, 2019), is different in that we assume 9

all the clients perform local updates in each round. stan®® special cases of our setup.

dard analyses of FedAvg (as de ned above), in the nonExtensions to SGD.We note that more sophisticated lo-
identical data setting, rely on the assumption that the servaral stochastic gradient methods have also been consid-
gets access tormndomsubset of clients, and if the clients ered, for example with momentum (Yu et al., 2019a; Wang
are unavailable, then either the assumptions are violated at al., 2019b) with gradient compression (Jiang & Agrawal,
we run into straggler issues (Kairouz et al., 2019). A com-2018; Basu et al., 2019; Reisizadeh et al., 2020), with other
mon practical heuristic in this case is to over sample andvarious variance-reduction methods (Liang et al., 2019;
then take the rst few responding clients, but this in fact Sharma et al., 2019; Karimireddy et al., 2019). Our work
constructs a biased set at the server (since more powerfid complimentary to these approaches, and focuses on the
clients are selected). Another point of distinction is that,vanilla version of local SGD commonly used in practice.
unlike our model, FedAvg does not capture scenarios wher
clients communicate at their convenience.

Comparison to Federated Averaging. Federated Aver-
aging (FedAvg) (McMahan et al., 2017; Kamw et al.,
2016), one of the most widely used algorithm for FL ap-

The most relevant result to us is that of (Basu et al., 2019),
who considered an asynchronous communication setting
similar to that discussed in this paper. They also study
1.2. Related Work additional gradient compression techniques not addressed
With the increasing popularity of federated learning therehere. For completeness, we include a discussion of re-
has been lots of recent interest in understanding the conveglts from (Basu et al., 2019) in Section 2.1. Our conver-
gence properties of local SGD. We refer the reader to receri€nce results are much tighter, for both strongly convex and
excellent surveys (Kairouz et al., 2019; Li et al., 2020a) fornonconvex cases, suggesting that the clients can communi-
amore comprehensive review of developments in federategiate much less frequently to achieve the same convergence
learning algorithms. To emphasize the difference of our reguarantee.

sults from previous ones, we categorize the previous results qjiminaries. Sincef in (1) is an average of )'s, we
into different (non-exclusive) groups. Also note that not a"express ita = avg, (f V) to simplify the presentation.
these previous results had strong theoretical convergencgss ,me all functiong ) - R4 1 R. We review some

guarantees which is of focus in this paper. basic optimization concepts in Appendix A. In this paper,

Identical Data Distribution on Clients. A line of work  We assume that afl()'s (and thereford ) areL-smooth.
has focused on analyzing local SGD under identical dat®ee Table 2 for a full list of notation.

distribution on clients (Zhou & Cong, 2017; Jiang &

Agrawal, 2018; Wang & Joshi, 2018; Stich, 2018; Stich & 2. Qur Algorithm

Karimireddy, 2019; Haddadpour et al., 2019; Khaled et al.,

2019b; Wang & Joshi, 2018). If all the clients have identi- In Algorithm AsyNcCoMMSGD (Algorithm 1), we

cal data distribution, then that would result in unbiasednesgresent our local SGD approach. We assume that there are
of gradients at every client, resulting in slightly easier anal-N clients, labeled;:::;N. For each client, we maintain
ysis. However, as discussed earlier, this is not a reasoriwo parameter vectors<§'), the local parameter vector on
able assumption for FL applications where data availablehe client, ang/{"’, the server copy of the last (at roundr
locally fail to represent the overall distribution. We make earlier) parameter vector received by the server from client
no assumptions on the local data distributions. i. The server maintains a global parameter vextarhich

Synchronous/Random Client Communication with ~accumulates local updates.

Non-identical Data Distributions. Another line of work At each round, each client performs a stochastic gradi-
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Table 2: Notation used in the paper.

Notation Explanation

Problem parameters

N The number of clients

f ) Function at theéth client

f The objective functionf = & 5\ f "

f max Bound on the objective valuéjax = f(xo) f(x?)

L Smoothness parameterfoandf (); i 2 [N]: kr f(x) r f(y)k Lkx yk

(Theorem 2.2)  Strong convexity parametef of (x) f(y)+ hrf(y);x yi+ 5kx yk?
Maximum gap between communications of a single client

r FO(x; ) Stochastic gradient computed ki client at pointx. is a parameter controlling randomness
E[ ] Expectation over stochastic randomndsk: | fi);i 2 [NJ;t2 [T]]
G max Maximum stochastic gradient norrgfkr F(Vk?] G2,
2 Variance of stochastic gradients: forglE [kr F(O(x; ) r fO(x)k?¥] 2
Sequences D
avg (:::) Average over all cIientsNi 2Ny
xgi) Value stored byth client attth iteration
Xt Value stored by the server th iteration
yt(i) The latest value communicatedith client from the server befor¢h iteration
t Gradient step size (learning rate)
i Stochastic gradient computed ki client attth iteration at poink(’: G{) = r F0)(x("); ()
Zt A virtual sequence;+; = z t avg; (GE”)
G A set of clients communicating &th iteration

() (t) (App. B)  Last communication round for machinep to iteratiort: ()(t)=max(f tji2C g[f 0g)

ent descent step. Then a subset of clights (possibly maximum delay between each clients update times.
empty) send their updates to the server. The server aggr

gates them, updates the global parameter vegtar and Rlote that the seG.+1 doesn't need to be known to the

(i) ) , i server; for example, a round can start and end at a pre-
¥t ', and sends it back to clients fro@., . The clients  gpq:i e global clock time, and all the clients that com-
update their local parameter vectdt); to global param-  municate within this time window then form the @t .

eter vectox+1 . A similar local SGD with asynchronous This way the communication patterns are controlled by
update algorithm was also considered by Basu et al. (2019he clients and is not at the behest of the server. For ex-
Algorithm 2) with the additional gradient compression op- ample, in a FL setting, if a client has connectivity issue,
erator. then client could communicate back when the connectiv-
For constructing.1 , we average over the latest parameter!ty i restored. For simplicity of presentation, in Algo-
vectors of all the clients currently available on the serverfithm ASYNCCOMMSGD, we assume that server knows
This on the rst glance might look problematic as some of G+1 -

these updates might be stale say if a client has not com-

municated recently. This is also different from a typical 2.1. Convergence Analysis

Federated Averaging scheme, where the averaging is dong s section we present our main convergence results for
only over the parameter vectors of a random set of CoOmMUp, .5 SGD with asynchronous updates, obtained by running
nicated clients. However, this averaging is crucial for OurAIgorithm ASYNCCOMMSGD on smooth functions. both
analysis. In fact, Federated Averaging scheme based O§’cr0ngly convex and nonconvex. Missing details from this

clients communicating randomly will not have a good Con-getion are collected in Appendix B. We use the following
vergence rates if there are rounds in which only a small se{;; \qarg assumptions

of clients communicate, something that our analysis does

not suffer from. Moreover, if some clients don't communi- i. Smoothness: All local functionsf () (i 2 [N]) are
cate, then it's impossible to nd a minimizer of the objec-  L-smooth (see De nition 3, Appendix A)

tive, since each client could have different data distribution. ji. Bounded second moment:There exists & max >
Therefore, it is crucial to have an upper bound ©En the 0 such thatE[kr F®(x)k?] G2, forall x 2
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Algorithm 1 AsynNcCoMMSGD wherex.+1 is the server model accumulating updates com-
municated to the server.

parameters: f g — step sizes,I — the number of
rounds,xg — starting point,f C; g — for eacht, which | gt () = max f tji 2 C g be the last round before

clients communicate at iteratidn t such that the clieritcommunicates with the server at this
On each clienti 2 [N]: round. Since the server received updat(eiz)s(tf)rom c:i;aptto
; . B i
x) xo /I Local parameters on the client this round, we havex; = Xo  avg; =0 G .
(i) . .
Yo Xo [/l Last parameters received by the client To show convergence rates, we investigate  x°K2,
fort=0::T 1do wherex” is a minimizer off . Unfortunatelyx; has a rather
ClientUpdate: /I Run on each clierit  complicated update equation. To address this issue, we de-
G{"  stochastic gradient fdr() atx{") ne a virtual sequencéz; g, the following way:
(i) (i) (i)
Vier X Gy /I'Local SGD step  pg pition 1 (Virtual sequence)
if i 2 C+1 then w1
(i) — () (1) ;
Send.t+l = Viy1 Yy tothe server Z = Xo avg (G M):
Receivexi+1

(i) =0
X[+1 Xt+1

(i) Similar virtual sequences have been utilized before in de-

X
e|syé+l B centralized optimization under various contexts (Lian et al.,
X(i)l V(i)l 2017; Yuan et al., 2016; Netlet al., 2018; Stich, 2018).
t+ t+
ya o We show (see Proposition 2.1) thais are close tox; and
end if xg')'s for all clientsi. The advantage of working with
ServerUpdate: // Run on the server IS it Simple update equatiomi,s = z 1 avg (G{");

Receive I from clientsi 2 vyhich makes the_ analysis cleaner. Thg following proposi-
t+l 1 (i) G tion bounds the distance between the virgyand the local
X1 Xe*t g jpc, w1 //Aggregate updates () i, terms of the parameter. This proposition and its

3?‘”‘1)(“1 to clientsi 2 Gy proof is similar to (Stich, 2018, Lemma B.1).
end for

Proposition 2.1 (Distance Bound)Let f (g be a non-

R%i 2 [N], wherer F()(x) is an unbiased stochas- incr_easing sequence such that .. _ 2_. Then in Al-

tic gradient off () atx. This is a standard assump- 90rthmAsyNCCommSGDfor each clieni 2 [N]:

tion in the SGD literature (Rakhlin et al., 2012; Stich, (i)21. 2 22 2

. max E[kz; x;’k];E[kz; x¢k 72 £G

2018; Stich et al., 2018; Yu et al., 2019b; Basu et al., ke xCWL Bl xic] t T max

2019) eté. Relaxing this bounded gradient assumption, . .

as achieved through different parameters in recent digh\nalysis fczir) Strqngly Convex Functions. We now as-

tributed SGD/GD literature (see, e.g., (Wang & Joshi,sume t(k:)af. fori 2 [N] areL -smooth fgnctlons anti =

2018; Khaled et al., 2019b; Haddadpour et al., 201924 (f ) is@ -strongly convex (De nitions 2 and 3).

Yu et al., 2019a; Li et al., 2020b; Wang et al., 2019a;In Theorem 2.2, we state the convergence theorem for

Li et al., 2018)) is an interesting open problem. Thestrongly convex functions when using AlgorithnmsANc-

second moment assumption also implies a bound OICoMMSGD dnstead ok, we consider a weighted aver-

the varianceE[kr F(O(x) r O (x)k?] Zforall  age® = & o WeX¢ Wherew, = (+ t)2. Therefore,

x 2 R%;i 2 [N] (where 2 G?). the sequencé®r g, (r) can be easily computed from the

(i) _ (i) () . . sequencé X g»t]. This choice ofw; puts more weights

LetG;” = 1 F'(x; ) be a stochastic gradient computed , |ater rounds. A similaR, was also considered in the

by theith client at thet-th round. Recall thaG.. isthe  reyigus related work of (Stich, 2018; Basu et al., 2019).
set of clients communicating at thieh round. Then our

update equation on the clients has the following form: ~ Our analysis starts by boundififkz;.1  x’k?], wherex?
is the minimizer forf . Using properties of strong convexity

K0 = x 6" 20k and smoothness, along with Proposition 2.1, we establish,
o Xt+1 ; i 2GCu1; o . o2
Elkzi+1  x°k7] 1 - Elkzy x7k7]
5A consequence of this assumption is that it also bounds gra- 5 s
. . i i 0
dient difference. Eqroexample fFOx) r f;‘ YX)K G max 2. (f(z) fO))+ 2—+ 300 ; L2G2, 2
for any two clientd; i~ 2 [N] and for allx 2 R°. N
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This along with a recurrence relation from (Stich et al., , and therefore the condition of Proposition 2.1 is always
2018) gives a bound in terms &f satis ed, and we can directly use the iteratesproduced

by Algorithm AsyNcCoMMSGD.
Ghax(+4 L=)3

E[f (2r)] (X7 4S- We again consider the virtual sequengge per De ni-
tiog 1. In this case, our analysis is based on bounding
2T(T+2 +8 =) 2 10°T _ s oo
+ 5: N + 35 L2G2,, % T+ =0 Elkr f(z)k] with
4(f (z E[f (z L 2
Now using Proposition 2.1, that shows that the virtual se- (f (z0) T [zl 4 (10L%Grax 2+ N

guence?; is close taRt, yields the following result.

Then we boundkr f (x¢)k in terms ofkr f (z;)k again us-
Theorem 2,2 Letf ()'s for i 2 [N] beL -smooth functions  ing Proposition 2.1 as,
andf = ;) be aL-smooth -strongly convex
fungion. Letw, = (+ 1)2, S = tho w, T3, % =
é tho WiX;. After T rounds of AlgorithmAsyNc- The following theorem follows from these inequalities.
ComMMSGDwith ¢ =

E[kr f (x()k?] 2E[kr f(z)k?]+36 2L%G2, 2%

max

8
—ss =) We have

Theorem 2.4 Letf na = f(Xo) f(x?). AfterT rounds
of Algorithm AsynNcCoMM SGD with step sizé

2 -3
LGhax(+ =) 1181 ), we have

E[f (,7)] f(x")=0

ZST
-y 2 32 2 1 X
LA+ =) 7 LCma T =7 Elkr £ (x)K?]
25, N is; T
. =0 fmax + ZLZGZ 2+ L 2
In partlcular, for a xed , we get a convergence rate of - ? max W

O(:2 N7 + N=r) (ignoring other terms). Using the fact

thatSr T3, we get the following result: The next corollary follows by substituting suitableand

. ) other parameters.
Corollar¥) 2.3 Under assumptions of Theorem 2.2T if P

N, T=v and L=, then Corollary 2.5 Letf max = f(Xo) f(x?). InTheorem 2.4,
E[f (x1) f(x7)] using step size = Nz ), we get
L2 Le%, 1 L2 X
= - 1
O TNt N PRt 7 =7 Elkr f ()]
t=0
In particular, in terms off andN we recover the stan- = L max , N 2 2 L °
P ) =0 p=—=+ ?Gmax Ml
dard minibatch SGD convergence rate for strongly convex NT NT

functions ofO(3=rn). In other words, for achieving this Using step size = pr:(Lpﬂ fT > N2 and
convergence rate Withlgﬁ rounds, we need each client to ;1= ’

. —_— . = =4, we get
communicatd= = ( TN) many times.

. . . )@— Lf G2 L 2
Compare this with the corresponding result from (Basui Elkr f(x)k¥]= O P 4 gmax 4 o=
etal., 2019, Corollary 5) (we change notation to match oursl t=0 [ (k] NT NT NT
and consider the case without compression):
In particular, for a xed , we get a convergence rate of

Elf &7) f(x7)] O( N7 + N=r) (ignoring other terms). IT > N 3 and
G2, % (T+) 2 G2&, *° T'**3y3=¢  then we recover the standard minibatch
=0 + — + P
2T3 2T2 N 3T2 SGD convergence rate of O(3= NT). In other words, for

achieving this convergence rate withinrounds, we need
In our case, the last term has much better dependence @ach client to communicaté N 34T 34) many times.
( 2instead of 4). Asa consequence, ye can improve

bound on from (T=v)™* to square of that: T=v. Again, compare this with the corresponding result

from (Basu et al., 2019, Corollary 4):
Analysis for Nonconvex Functions.We now assume that P )

f () fori 2 [N]areL-smooth functions (see De nition 3),  E[kr f (%,)k]= O —p Fmax | Tmax N G ina
butf is not necessarily convex. We use a xed step size NT 2T

4
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(a) MNIST with mixing ratel (b) FASHION-MNIST with mixing ratel (c) CIFAR-10 with mixing ratel
(d) MNIST with mixing ratel= (e) FASHION-MNIST with mixing ratel= (f) CIFAR-10 with mixing ratel=
(9) MNIST with mixing ratel=io (h) FAsHION-MNIST with mixing ratel=1o (i) CIFAR-10 with mixing ratel=io

()) MNIST with mixing rateO (k) FASHION-MNIST with mixing rateO () CIFAR-10 with mixing rate0

Figure 1: For each mixing rate 2 f 1; 1=; 1=10; 0g, we show the test accuracy as a function of total communication (the
number of communicated client models). Left column corresponds to MNIST dataset, middleasHoOR-MNIST,

right — to CIFAR-10 (to improve the presentation, the results for CIFAR-10 with mixinglrate slightly smoothed).

We omit IMBALANCED COMMUNICATION here for clarity. The results suggest that a full synchronous update of all the
clients to the server is unnecessary as long as the local data distributions are not completely disjoint.

In our case, the second term has much better dependence on
( 2instead of 4). As a consequence, we can improve
1= 1=
bound on from T = *# to square of thatT ~'=v**.
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